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Observers made speeded old–new recognition judgments of color stimuli embedded in a multidimen-
sional similarity space. The paradigm used multiple lists but with the underlying similarity structures
repeated across lists, to allow for quantitative modeling of the data at the individual-participant and
individual-item levels. Correct-rejection response times (RTs) got systematically faster as the similarity
of foils to the old study items decreased. There were also intricate patterns of speed–accuracy trade-offs
that varied across individual items and participants. An exemplar-based random-walk model provided a
good overall quantitative account of the recognition choice probabilities, mean correct RTs, and mean
error RTs associated with the individual items on the basis of their positions in multidimensional
similarity space. However, the model failed to predict the very long RTs associated with correct
rejections of a prototype foil.
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According to exemplar-based models of classification, people
represent categories in terms of stored exemplars and classify
objects on the basis of their similarity to these stored category
exemplars (Hintzman, 1986; Medin & Schaffer, 1978; Nosofsky,
1986). Beyond accounting in quantitative detail for numerous
aspects of classification performance, a major achievement of such
models is that they provide an avenue for understanding relations
between categorization and other fundamental cognitive processes,
such as old–new recognition (Nosofsky, 1991), individual-item
identification (Nosofsky, 1986), and the development of automa-
ticity in tasks of skilled performance (Logan, 1988; Palmeri,
1997). For example, when applied in the domain of old–new
recognition, it is assumed in these models that people represent
study lists in terms of the individual exemplars that compose the
lists. Old–new recognition judgments are based on the similarity of
test items to the stored list exemplars (Estes, 1994; Gillund &
Shiffrin, 1984; Heit, 1993; Hintzman, 1988; Kahana & Sekuler,
2002; Nosofsky, 1988, 1991).

In the domain of perceptual classification, exemplar models
have accounted successfully for both choice probabilities and
mean response times (RTs) at the individual-participant and
individual-item levels (Lamberts, 2000; Nosofsky & Palmeri,
1997; Nosofsky & Stanton, 2005). In the present research we
pursue a more recent theme, initiated by the work of Lamberts,
Brockdorff, and Heit (2003), which is whether a similar goal can
be achieved in the domain of perceptual old–new recognition.

Most past work in the quantitative modeling of recognition has
focused on the analysis of forms of averaged data. For example,
there has been much sophisticated and elegant modeling directed
at how fundamental variables such as list length, list strength, item
familiarity, and category size influence recognition judgments
(Estes & Maddox, 1995; Gillund & Shiffrin, 1984; Murdock,
1982; Ratcliff, Sheu, & Gronlund, 1992; Shiffrin, Ratcliff, &
Clark, 1990). In such cases, however, performance is usually
measured by averaging across numerous participants and items in
each condition. Other approaches, mainly involving the applica-
tion of exemplar-based models, have been applied successfully to
account for individual-item recognition performance. Such ap-
proaches have demonstrated that, at least in highly controlled
domains involving fairly simple perceptual stimuli, one can predict
fine-grained differences in recognition probabilities as a function
of fine-grained differences in similarities among exemplars (Ka-
hana & Sekuler, 2002; Nosofsky, 1991; Nosofsky & Zaki, 2003;
Shin & Nosofsky, 1992). However, even in these cases, the data
are averaged across participants and the modeling has been limited
to the prediction of choice probabilities, with no account provided
of the time course of the recognition judgments.

It is well known that individuals can vary dramatically in their
patterns of performance. In such cases, averaging across individ-
uals can lead to major distortions such that the averaged data are
not representative of the performance of the individual observers.
Analogous problems can arise when one averages across items
(Rouder & Lu, 2005; Spieler & Balota, 1997). Thus, moving in the
direction of accounting for both recognition choice probabilities
and mean RTs at both the individual-participant and individual-
item levels is an extremely important goal.

Perhaps the major reason for the focus on averaged data in the
domain of old–new recognition involves the nature of the para-
digm itself. To obtain sufficient data for the desired form of
quantitative modeling, numerous observations are needed for each
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individual participant and item. In the domain of classification, this
need can be fulfilled by testing paradigms in which the same items
are presented repeatedly to the same individuals across multiple
sessions of testing. In the domain of recognition memory, how-
ever, such a design would change in principle the nature of the
cognitive process being investigated. In the standard paradigm,
there is a study list followed by a test list of both old and new
items. The observer’s goal is to judge whether each test item is
“old” (presented on the study list) or “new.” If the same test items
were presented repeatedly to the same individuals, however, then
the distinction between old and new would quickly evaporate. The
recognition task would be converted into a form of classification
task in which some items belong to an arbitrary “old” category and
some items belong to an arbitrary “new” category. However, the
original cognitive process of interest, namely that of judging
whether a test item was present on a study list, would no longer be
the one being investigated.

In the present work we follow Lamberts et al. (2003) by con-
ducting perceptual recognition-memory paradigms that involve the
presentation of multiple unique study–test lists, but in which each
list has a common abstract similarity structure. Thus, across lists,
the same “item” can be presented to each participant multiple
times without changing the nature of the old–new recognition
paradigm itself. The item is the same in the sense that it maintains
the same relative location in the psychological similarity space
across the different lists. The goal will then be to model this form
of individual-item recognition performance. This approach does
not provide a perfect solution, because it depends on the assump-
tion that the corresponding items across different study–test lists
are formal replicates of one another. Nevertheless, it provides a
reasonable first step toward creating data sets for testing models of
individual-participant/individual-item recognition performance.

Following Lamberts et al. (2003), our central goal in this re-
search is to study, at the individual-participant level, how recog-
nition choice probabilities and mean RTs for individual items vary
depending on the similarity relations among the items in the set.
The main model that we use to quantitatively fit the data is the
exemplar-based random-walk (EBRW) model (Nosofsky & Palm-
eri, 1997).1 This model has been applied extensively in the domain
of classification, and it is straightforward to adapt the model to the
domain of recognition (see Lamberts et al., 2003). In brief, ac-
cording to the model, people represent study lists by storing an
exemplar of each individual list item in memory. In addition,
“background noise” elements exist in memory (Estes, 1994;
Nosofsky & Alfonso-Reese, 1999; Nosofsky, Kruschke, & Mc-
Kinley, 1992; Nosofsky & Palmeri, 1997). In an old–new recog-
nition context, the background elements can be interpreted as
representing non-study-list items or as elements that bias an ob-
server to respond “new.” At time of test, presented items lead to
the retrieval of the stored exemplars and background noise ele-
ments. The more similar any stored exemplar is to the test item, the
greater is the probability that it is retrieved. The retrieved exem-
plars and background noise elements then enter into a random-
walk process for making recognition decisions. Specifically, the
observer establishes criteria representing the amount of evidence
needed for making a recognition decision. Each time an old ex-
emplar is retrieved, the random walk takes a step toward the old
criterion. By contrast, each time a background noise element is
retrieved, the random walk takes a step in the direction of the new

criterion. An old–new decision is made once enough evidence has
accumulated for the random walk to reach either of the criteria.

Lamberts et al. (2003) made significant headway in providing
evidence in support of this modeling approach in the domain of
old–new recognition. Specifically, the EBRW model was able to
provide good quantitative accounts of old–new recognition choice
probabilities and mean RTs at the individual-participant and
individual-item levels. In the present research we extend Lamberts
et al.’s work in several directions. First, Lamberts et al.’s tests of
the model involved the speeded recognition of stimuli varying
along a set of binary-valued, “separable” dimensions (Garner,
1974; Shepard, 1964). In some sense, the preliminary success of
the model in such a stimulus domain may be viewed as surprising.
In the standard version of the EBRW model, stimuli are assumed
to be encoded holistically, and a stationary process then governs
the retrieval of the study-list exemplars from memory. (By a
stationary process, we mean that the similarity of the test item to
the stored exemplars remains constant, and the same exemplar-
retrieval probabilities operate throughout the entire course of the
random walk.) In domains involving highly separable dimension
stimuli, however, it is unlikely for stimuli to be encoded holisti-
cally. Instead, perceptual information from individual dimensions
is encoded at different rates. Furthermore, depending on which
dimensions have been encoded, similarity relations of test items to
the stored exemplars will vary in dynamic fashion as a function of
time (Lamberts, 1995, 1998, 2000). Thus, the retrieval of the
stored exemplars would be expected to vary dynamically during
the time course of recognition decision making (Cohen & Nosof-
sky, 2003).

In the present research, instead of using stimuli that vary along
binary-valued, separable dimensions, we use stimuli that vary
along continuous valued, integral dimensions (Garner, 1974; Shep-
ard & Chang, 1963). As will be seen, similarity relations of new
items to the old study exemplars can be varied parametrically in
this domain. Furthermore, because integral-dimension stimuli are
encoded holistically, we come closer to meeting the EBRW-
modeling assumption in the present design.

A second difference between our study and Lamberts et al.’s
(2003) earlier research is that we embed two study–test list simi-
larity structures within the same experimental sessions. Further-
more, for each main list type, we vary across the different study–
test cycles the positions of the foils that instantiate the similarity
structure (see the Method section for details). By contrast, Lam-
berts et al. used only a single study–test list structure in any given
experiment. Recall that the general idea in the paradigm is to test
recognition performance anew with each individual study–test list.
Because the study–test lists share the same dimensional structure,
however, there is the possibility that participants may learn that
structure across the multiple lists. Thus, for example, participants

1 Lamberts et al. (2003) also fitted a feature-sampling model to their
speeded recognition data, but this model tended to fare worse than did the
EBRW model. The feature-sampling model is directly applicable in do-
mains involving stimuli composed of discrete, separable, binary-valued
dimensions, as was the case in Lamberts et al.’s studies. In the present
experiments, we test integral stimuli that vary along continuous dimen-
sions. Application of the feature-sampling model is less natural in this
domain.
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could develop expectations of which specific new items they will
encounter at time of test before they have even been presented. In
such a case, the task again becomes more akin to classification
than to recognition. In our design, by embedding the multiple
study–test lists within the same experimental sessions, we greatly
reduce the possibility of participants being able to anticipate the
positions of the foils. Such a design seems to provide a purer test
of true old–new recognition performance.

A third important new direction is that in the present research,
we have the goal of modeling both correct and error RTs for
individual items, whereas Lamberts et al. (2003) modeled only the
overall RTs. This theme of modeling both correct and error RTs
has been an extremely important one in the old–new recognition
and information-processing literatures (Hockley & Murdock,
1987; Ratcliff, 1978, 1985; Ratcliff & Rouder, 1998; Ratcliff, Van
Zandt, & McKoon, 1999). Such data provide insights into the
processes underlying speed–accuracy trade-offs in performance
(Pachella, 1974; Townsend & Ashby, 1983). For example, in the
highly influential work of Ratcliff and his colleagues, demonstra-
tions are provided of the ability of random-walk and diffusion
models to account in quantitative detail for such data. In these
approaches, shifts in decision criteria across trials result in fast
errors and slow correct responses. By contrast, variability in the
drift-rate parameters across trials (i.e., the rate at which the random
walk tends to drift toward one or the other criterion) leads to the
opposite pattern of speed–accuracy results. In past modeling of
such speed–accuracy trade-offs, however, the drift rate and vari-
ability have been treated as free parameters. By contrast, in the
present research, the aim is to model the mean drift rates and
variability of the drift rates in terms of the exemplar-retrieval
processes that are posited in the EBRW model. As will be seen, the
present speeded old–new recognition data give rise to intricate
patterns of correct and error RTs that vary in complex ways across
different individual participants and individual items. Such data
will pose a significant challenge for any model of speeded old–
new recognition performance.

As an initial source of comparison for the EBRW model of
recognition RT, we consider the recently proposed assessment of
retrieval completion (ARC) model of Diller, Nobel, and Shiffrin
(2001). The general idea in the ARC model is that the features of
a test probe become active individually in highly variable fashion.
An observer makes a recognition decision by matching the probe
features to the features of items stored in memory. The key
assumption is that an observer makes a recognition decision once
a given proportion of the probe features have become active,
regardless of the degree of evidence favoring an “old” versus a
“new” response. Thus, recognition RT is determined solely by how
long it takes to complete the feature-retrieval process (for further
details, see Diller et al., 2001).2

A key prediction of this ARC model is that once one condition-
alizes on the type of response (i.e., hit, miss, false alarm, or correct
rejection), mean RT should not differ as a function of experimental
condition. Nobel and Shiffrin (2001) reported such a pattern of
results in a series of experiments involving word recognition. For
example, although manipulations of list length had a major effect
on accuracy, such manipulations had essentially no effect on the
resulting RT distributions. That is, RT distributions associated
with, say, correct rejections were virtually identical regardless of

whether they came from the long list-length or short list-length
condition.

This prediction from the ARC model contrasts dramatically with
that of the EBRW-recognition model. As will be seen, all other
things equal, the EBRW model predicts that RTs associated with
difficult items or conditions should be longer than those associated
with easy items or conditions. In the present experiments, we test
these contrasting predictions from the models by varying the
degree of similarity of foils to the old exemplars. The EBRW
model predicts that correct rejections of dissimilar foils should be
faster than correct rejections of similar foils. When dissimilar foils
are presented, old exemplars are rarely retrieved, so the random
walk marches consistently toward the new decision criterion. By
contrast, old exemplar traces are often retrieved when similar foils
are presented. Thus, the random walk wanders back and forth,
sometimes moving in the direction of the old criterion and other
times moving in the direction of the new criterion. Thus, correct
rejections are predicted to be slower for similar foils compared
with dissimilar ones. By contrast, the ARC model predicts no
difference in correct-rejection RTs for similar versus dissimilar
foils.

The Present Experiment

The experimental design is illustrated schematically in Figure 1.
The stimuli were a set of computer-generated colors derived from
the Munsell system. Throughout the experiment, participants were
required to recognize colors from two main types of lists, which
we refer to as the expanded and contracted configurations. The
similarity structure of each configuration is illustrated schemati-
cally in the figure.

The experiment was organized into a series of study–test cycles.
During the study phase of each cycle, participants were presented
with each of the old items from a given configuration. During the
test phase, participants were presented with all of the items and had
to judge whether each item was old (presented during the study
phase) or new.

As shown in Figure 1, for any given list from the expanded
configuration, there were four old items of a roughly constant hue
but varying in their brightness and saturation. According to the
Munsell system, the four old items occupied the vertices of a
square in the psychological similarity space. The new items in-
cluded a prototype, which was located at the centroid of the square;
a similar foil, which was located on the exterior of the square but
close to two of the old items; and two dissimilar foils, which
differed from the old items not only in brightness and saturation
but in hue as well. In the experimental design, multiple lists with
this same basic expanded configuration were created by sampling
colors from different hue regions of the Munsell space. So, for
example, on one study–test cycle, the colors might have been

2 In the work conducted by Diller et al., the stimuli were words, and the
“features” were unobservable abstract elements that were presumed to
compose the words. Thus, in Diller et al.’s modeling, the ARC process did
not operate over a well-defined feature set but rather was an abstract
conceptualization. Likewise, although the stimuli used in the present ex-
periments are composed of continuous dimensions, one can still conceive
of the ARC process in terms of the time that it takes for an observer to
achieve a reasonable perceptual encoding of the stimulus.
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Figure 1. Schematic illustration of the similarity structures tested in the expanded-configuration and
contracted-configuration conditions. The dashed boundaries surrounding the dissimilar foils indicate that in
addition to their brightness and saturation differences, these stimuli differed from the remaining colors in hue as
well.
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sampled from a red hue region, whereas on the next cycle they
might have been sampled from a blue hue region. Thus, although
the same abstract similarity configuration was tested repeatedly
during a session, each study–test cycle involved the presentation of
a unique set of colors.

The second set of lists was sampled from the contracted con-
figuration that is illustrated in Figure 1. In this case, the four old
items occupied the vertices of a contracted square. A high-
similarity foil was diagonally adjacent to one of the old items; two
moderate-similarity foils were separated somewhat farther from
the old items than was the high-similarity foil; and a dissimilar foil
differed from the old items not only in brightness and saturation
but in hue as well. Just as was the case for the expanded config-
uration, on each study–test cycle of the contracted configuration,
colors were sampled from separate hue regions.

We had two reasons for testing both the expanded and con-
tracted configurations. First, we wished to seek some generality for
the observed pattern of empirical and formal-modeling results.
Second, although each study–test cycle involved the presentation
of a unique set of colors, participants might still have learned the
abstract similarity structure of the repeated lists, thereby turning
the intended recognition task into a classification task. By testing
the multiple list structures within the same experimental session,
we hoped to avoid this latter possibility. To further prevent this
type of classification strategy, we varied across lists the position-
ing of the similar and dissimilar foils. For example, in the sche-
matic illustration in Figure 1, the similar foil for the expanded
configuration is located at the top of the square; that is, it is
brighter than any of the old items. Across the multiple lists,
however, the similar foil might instead be located at the bottom,
right side, or left side of the square. Likewise, for the contracted
configuration, the high- and moderate-similarity foils are illus-
trated at the top right of the square in Figure 1. Across the multiple
lists, however, this set of foils might instead be located at the top
left, bottom left, or bottom right of the square. Thus, participants
could not predict in advance of any given study–test cycle the
locations of the foils.

The key qualitative result that distinguishes between the predic-
tions from the EBRW and ARC recognition models is the perfor-
mance on the similar and dissimilar foils. As described in our
introduction, the EBRW model predicts that RTs for correct re-
jections should be faster for the dissimilar foils than for the similar
ones, whereas the ARC model predicts no difference in correct-
rejection RTs for the two types of foils. Beyond examining this key
qualitative contrast, our goal is to test the ability of the EBRW
model to account in simultaneous quantitative detail for the choice
probabilities, mean correct RTs, and mean error RTs associated
with the individual colors at the individual-observer level.

Method

Participants

The participants were 6 Indiana University graduate students. They were
paid $8 per 1-hr session, and each completed 10 sessions. Additionally,
they were instructed that the 2 participants with the best overall perfor-
mance would receive a $15 bonus. All of the participants claimed to have
normal color vision. None of the participants was aware of the issues under
investigation in the study.

Stimuli

There were 192 color stimuli that composed a total of 24 different
study–test lists, with 12 lists each of the expanded and contracted config-
urations. The stimuli were created by scanning Munsell color chips into the
computer.3 To create a study–test list, one of the old-item stimulus con-
figurations depicted in Figure 1 was first sampled from a central region of
a hue defined by the Munsell color system. Each individual list was
sampled from a unique hue. Furthermore, the study lists were sampled
evenly from the entire range of hues available in the Munsell system. (The
complete set of hue regions that was used is reported in Appendix A.)
Given a configuration of study-list items, there were then four possible
manifestations of each of the configurations depicted in Figure 1. Although
the similarity relation between the foils and study items was held constant,
the location of the foils with respect to the study items was randomized
across four possible positions. For example, with respect to the contracted
configuration in Figure 1, the high-similarity and moderate-similarity foils
could appear at either the top-left, top-right, bottom-left, or bottom-right
corners.

The dissimilar foils were sampled from separate, but nearby, hue regions
from the rest of the list items. These foils differed from the old items by
three adjacent hue values in the commercially available Munsell system
(see Appendix A for a detailed listing). In the expanded configuration, the
two dissimilar foils were sampled from separate hues and opposite regions
of the brightness–saturation space. That is, for a given study–test list, one
dissimilar foil might have been brighter and more saturated than all of the
study items, whereas the other dissimilar foil would be darker and less
saturated than all of the study items. A similar design was used to generate
the dissimilar foils in the contracted configuration; however, because there
was only one dissimilar foil per list in the contracted configuration, its
positioning was varied across the lists. That is, on one study–test list, the
dissimilar foil might have been darker and more saturated than all of the
study items, whereas on another list the dissimilar foil might have been
brighter and less saturated than all of the study items.

Where possible, the exact brightness and saturation coordinates depicted
in Figure 1 were used for sampling the old study-list items. In some cases,
however, some of the hues defined by the Munsell color system were too
constrained to produce all four manifestations of the foil configuration. For
example, there may have been no color chips available to produce foils in
the lower left corner for some particular hue. In these cases, the saturation
and/or brightness coordinates were translated slightly to accommodate the
desired configuration. The important point is that the overall relational
structure of the configurations, and therefore all interstimulus distances,
were held constant across lists.

The colors were displayed on 15-in. (38-cm) monitors and appeared as
2-in. (5-cm) color squares on a white background.

Procedure

There were 10 sessions of testing, with each session conducted on a
separate day. Within each session, all 24 study–test lists were presented.

3 Although the scanning undoubtedly introduces some distortions of the
Munsell colors in different regions of the space, the discrepancies are
relatively minor with respect to the current modeling goals. In particular,
extensive scaling work involving a representative hue region indicates that
the similarity structure of the scanned colors matches reasonably well the
similarity structure of the original Munsell chips (Zaki & Nosofsky, 2001).
Although it is not feasible to conduct this type of formal scaling for each
and every hue region tested in the present experiment, we judged the
scanned configurations to match the Munsell configurations reasonably
well in all cases. Finally, the successful quantitative fits yielded by the
model will provide presumptive evidence that the assumed scalings of the
scanned colors are not very far off.
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The order of presentation of the lists was randomized anew for each
individual session and participant.

Each list was presented in a separate study and test phase. In the study
phase, the participants were instructed that a set of colors would appear on
the computer screen and that their task was to try to remember each of the
colors. The study phase had four blocks of trials. Within each block, the
four old study items were presented once each for 4 s in a random order.
A cue (a small black plus sign) appeared in the center of the screen for 500
ms preceding and following the presentation of each colored square.

In the test phase, the participants were instructed that they would see a
list of colors and that some would be the same as those in the previous
phase whereas others would be new. Their task was to decide, as quickly
as possible without making errors, whether each presented color was old or
new. Test trials occurred as follows. First, the cue appeared on the center
of the screen for 500 ms, followed by presentation of the colored square.
The colored square remained on the screen until the participant initiated a
response. Following the response, the color display was terminated; there
was then a 500-ms intertrial interval, followed by a new cue to signal the
next trial. No feedback was provided. In each test phase, all eight list items
(the four study items and the four foils) were presented once each in a
random order. Thus, across all sessions of testing, there was a total of 120
presentations of each “item” for each individual participant (12 instantia-
tions of each stimulus configuration in each of 10 sessions of testing).

The participants made their responses by pressing a keyboard key
labeled either Old or New. They were instructed to rest their index fingers
on the keys throughout the test phase.

Results

Although the central aim of the present research was to formally
model individual-participant performance, we start by first de-
scribing the general trends in the averaged data. On the basis of
initial analyses of the data, we found no differences in performance
for the individual tokens of the old items, the moderate-similarity
foils, or the dissimilar foils. Therefore, we collapse across the
tokens of these particular items in presenting the results. Also, in
analyzing the results, we deleted trials in which the RT was less
than 100 ms or greater than 3 standard deviations above the mean
for a particular item type for a given participant. This procedure
led to deleting less than 2% of the trials.

Expanded Configuration

The results from the expanded configuration are illustrated in
Figure 2. The figure presents the mean probability with which the
four main item types (old, prototype, similar foil, and dissimilar
foil) were judged as old, as well as the (unweighted) mean correct
and error RTs associated with the main item types. The mean
correct and error RTs should be interpreted with some caution,
because they are computed across different sample sizes from the
individual participants. Nevertheless, as will be seen, the means
generally reflect fairly well the patterns of performance observed
at the individual-participant level. The figure also illustrates the
predictions from the formal models, but we discuss those results
later in the Theoretical Analysis section.

As is evident from inspection, the mean probability with which
observers judged test items to be old increased as their similarity
to the old study items increased. Indeed, the false alarm rate to the
prototype was virtually identical to the mean hit rate for the old
items. As will be seen, there were interesting patterns of
individual-participant variability with respect to the prototype as

well. The general finding of increasing recognition probabilities
with increasing similarity to the old exemplars is a fundamental
prediction from the EBRW model. Whether the model can account
for the recognition rates of the prototype compared with the old
study items is a question to be addressed in the Theoretical
Analysis section.

The mean RT data show several important patterns. First, mean
RTs for correct rejections to the dissimilar foils were significantly
faster than mean RTs for correct rejections to the similar foils,
t(5) � 6.34, p � .001.4 This result presents an immediate problem
for the ARC recognition model, which predicts equal mean RTs
for all item types once one conditionalizes on the type of response.
Correct rejections of the prototype were significantly slower than
were correct rejections of the similar foil, t(4) � 4.45, p � .011,
a result that we discuss more fully in the Theoretical Analysis
section.

A second key result is that for the old items and dissimilar foils,
mean error RTs were slower than were mean correct RTs (compare
results in the bottom panel of Figure 2 with results in the middle
panel). Within the framework of the EBRW model, this result
suggests the presence of drift-rate variability across trials. That is,
on some trials, the retrieved exemplars lead the random walk to
move efficiently toward the correct criterion, thereby resulting in
fast correct decisions, whereas on other trials the information-
retrieval process is slow and error prone. The manner in which this
process is implemented within the EBRW model is described in
the Theoretical Analysis section.

Note that the direction of the speed–accuracy trade-off was
reversed for the prototype item, with correct responses being
associated with slow RTs. This combination of results poses an
interesting challenge to models of speeded perceptual recognition.
We defer further discussion of the result until we present the
formal modeling analyses.

Although not illustrated in Figure 2, we also conducted analyses
of results for the four old study items considered separately. These
analyses compared performance on the two “near” old items with
the two “far” old items for each participant. The near old items are
the ones that are adjacent to the similar foil, whereas the far old
items are the ones that are far from the similar foil (see Figure 1).
There were no significant differences in mean accuracy, t(5) �
2.19, p � .08; mean correct RTs, t(5) � �0.29, p � .78; or mean
error RTs, t(5) � �2.26, p � .07. This result contrasts with ones
from an initial experiment that we conducted (not reported here),
in which the near old items showed significantly worse perfor-
mance than the far old items. (If anything, the results from the
present experiment went in the opposite direction, with mean
accuracies for the near old items, .84, being slightly higher than
mean accuracies for the far old items, .82.) The difference in the
designs was that in the initial experiment, only a single configu-
ration was tested, and the positioning of the foils was not varied
across lists. Thus, participants could predict in advance the loca-

4 We conducted t tests and analyses of variance (ANOVAs) on the
log-transformed mean RTs of the individual participants. Occasionally,
there are missing data for a given participant. For example, a participant
may not have had any correct rejections of the prototype. In these cases, the
participant’s data are not included in the analyses, and there is one fewer
degree of freedom in the statistical test.
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tion of the similar foils on the basis of the location of the study
items. A performance disadvantage on the near old items would be
expected if participants had adopted a classification strategy, in
which they were attempting to discriminate prelearned categories
of old and new items. In the present experiment, the roughly
equivalent performance on the near and far old items suggests that
performance is more akin to true old–new recognition.

Finally, we note that although recognition choice probabilities
were roughly equivalent for the near old items, the far old items,
and the prototype in the present design, it was not the case that the
individual stimuli were so similar to one another that they could
not be discriminated. For example, note that the similar foils were
even more similar to two of the old items than were any of the old
items to one another (see Figure 1). Yet false alarms to the similar

Figure 2. Expanded configuration: Mean observed old recognition probabilities, correct response times (RTs),
and error RTs for the individual stimulus items along with the predictions from the three models. ARC �
assessment of retrieval completion model; EBRW � exemplar-based random-walk model; old � old items;
proto � prototype; sim � similar foil; dissim � dissimilar foil.
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foils occurred with far lower probability than did hits to the old
items. Likewise, our analyses of the individual-participant data
will reveal that patterns of correct and error RTs differed markedly
for the old items versus the prototype. A successful model will be
required to account for these individual-item differences in
speeded recognition performance.

Contracted Configuration

The results from the contracted configuration are illustrated in
Figure 3. The overall pattern of results is the same as for the
expanded configuration (except that a prototype foil was not
included in the present configuration). Again, it is clear from

Figure 3. Contracted configuration: Mean observed old recognition probabilities, correct response times (RTs),
and error RTs for the individual stimulus items along with the predictions from the three models. ARC �
assessment of retrieval completion model; EBRW � exemplar-based random-walk model; old � old items;
high-sim � high-similarity foil; mod-sim � moderate-similarity foil; dissim � dissimilar foil.
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inspection that old recognition probabilities increase as test items
become more similar to the old study items. An ANOVA on the
foil items considered separately revealed a significant effect of
stimulus type, F(2, 10) � 14.54, MSE � 0.006, p � .01. The
high-similarity foils had significantly higher false alarm rates than
did the moderate-similarity foils, F(1, 5) � 13.15, MSE � 0.003,
p � .015, and the moderate-similarity foils had significantly higher
false alarm rates than did the dissimilar foils, F(1, 5) � 14.15,
MSE � .004, p � .013.

Second, mean RTs for correct rejections got faster as the simi-
larity of the foils to the old study items decreased. Mean correct-
rejection RTs for the dissimilar foils were significantly faster than
for the moderate-similarity foils, t(5) � 2.64, p � .046, and mean
correct-rejection RTs for the moderate-similarity foils were signif-
icantly faster than for the high-similarity foils, t(5) � 5.57, p �
.003. The latter result is important because it shows that mean
correct-rejection RT varied with fine-grained differences in the
similarity of probes to the old study items. Speeded correct-
rejection RTs did not arise solely because observers detected major
hue differences between new and old study items.

Third, error RTs were slower than were correct RTs for all
stimulus types, considerably so for the old items and the high-
similarity and moderate-similarity foils. And finally, although not
plotted in Figure 3, there were again no performance differences
for the different types of old items based on their proximity to the
similar foils.

Theoretical Analysis

EBRW model. In our introduction, we provided a general
description of the psychological processes that underlie the EBRW
model. This section describes the precise formal assumptions.

In the model, each exemplar is represented as a point in a
multidimensional psychological space. Let xim denote the value of
exemplar i on psychological dimension m. When applied to the
classification of “integral-dimension” stimuli (Garner, 1974; Shep-
ard & Chang, 1963), such as the present colors, the distance
between exemplars i and j is computed by using a weighted
euclidean distance metric,

dij � ��wm�xim � xim�2�1/ 2, (1)

where the wm values (0 � wm � 1, �wm � 1) are free parameters
representing the “attention weight” given to each dimension m.

In the present analyses, we used Equation 1 to compute dis-
tances only between stimuli residing within the same two-
dimensional hue regions. Within each hue region, the x values are
given by the Munsell scalings for the color stimuli, which are the
ones depicted in Figure 1.5 Furthermore, to reduce the number of
free parameters, we set the attention weight parameters equal to
one another (i.e., w1 � w2 � .50). This simplifying assumption is
a reasonable one because in the present design both dimensions are
roughly equally relevant for discriminating between the old study
items and the new foils. In addition, it is difficult to attend
selectively to the individual dimensions of integral-dimension
stimuli.

We conducted extensive psychological scaling work to estimate
the distance of the dissimilar foils to the various old exemplars.
(Recall that the dissimilar foils resided in different hue regions
than did the old study exemplars.) On the basis of this psycholog-

ical scaling work, we estimated the average (attention-weighted)
distance of the dissimilar foils to the old exemplars to be approx-
imately 4.0. The quantitative fits of the model were not greatly
affected by the precise choice of this distance value.

The similarity between exemplars i and j (sij) is an exponential
decay function of their psychological distance (Shepard, 1987),
given by

sij � exp(�c � dij), (2)

where c is an overall sensitivity parameter that describes the rate at
which similarity declines with distance. Higher values of c lead to
sharper discriminations between exemplars in the psychological
space.

As described in the introduction, background noise elements are
assumed to reside in memory. The psychological distance between
test items and the background elements is represented by a free
parameter, dback. Thus, analogously to Equation 2, the similarity of
each test item to the background noise elements is given by

sback � exp(�c � dback). (3)

Furthermore, to implement the model, an estimate is also needed
of the total “strength” (v) with which the background elements
reside in memory (relative to the strengths of the old exemplars).
On the basis of preliminary model fitting, we set this total strength
parameter at v � 3 for all participants.

According to the EBRW recognition model, when a test item is
presented, the various memory elements—both the old exemplars
and the background noise elements—race to be retrieved in accord
with their similarity to the test item. The retrieved memory ele-
ments enter into a random-walk decision process. In the old–new
recognition situation, the process is formalized as follows. First,
there is a random-walk counter with initial value zero. The ob-
server establishes criteria representing the amount of evidence
needed to make either an “old” response (�OLD) or a “new”
response (–NEW). Suppose that memory element x wins the race
on a given step. If x is an old exemplar, then the random-walk
counter is increased by unit value in the direction of �OLD,
whereas if x is a background noise element, then the counter is
decreased by unit value in the direction of –NEW. If the counter
reaches criterion for either �OLD or –NEW, then the appropriate
recognition response is made. Otherwise, a new race is initiated,
another memory element is retrieved (possibly the same one as on
the previous step), and the process continues.

Given the processing assumptions in the EBRW model (see
Nosofsky & Palmeri, 1997, p. 268), it turns out that on each step
of the random walk, the probability ( p) that the counter is in-
creased in the direction of �OLD is given by

pi � Si/�Si � v � sback	, (4)

where S denotes the summed similarity of test item i to all of the
old study exemplars. (The probability that the counter is decreased

5 Following Shepard (1958, p. 514), we assumed that two units of
chroma (saturation) is equivalent to one unit of value (brightness), so the
brightness coordinates in Figure 1 were multiplied by 2 in the modeling.
This assumption was based on earlier scaling work conducted by Nicker-
son (1936).
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in the direction of –NEW is given by qi � 1 – pi.) So, for example,
as the summed similarity of a test item to the old exemplars
increases, the probability that the counter moves in the direction of
�OLD increases.

Given these random-walk processing assumptions and the com-
puted values of p and q, it is then straightforward to derive analytic
predictions of recognition choice probabilities and mean correct and
error RTs for each individual stimulus. The relevant equations are
summarized by Nosofsky and Palmeri (1997, pp. 269–270, 291–292).

A final assumption is needed, however, for implementing drift-
rate variability into the model (to account for the observed speed–
accuracy trade-offs). We assume that across trials, the overall level
of sensitivity (i.e., the value of c in Equations 2 and 3) varies
stochastically. Thus, on some trials, overall sensitivity is relatively
high. In this case, discrimination between old exemplars and new
foils is good. Old test items tend to retrieve only their own memory
traces, so the random walk moves consistently toward the �OLD
criterion, leading to accurate and rapid responding. Likewise, new
foils tend to retrieve only the background noise elements, so the
random walk marches consistently toward the –NEW criterion. By
contrast, when sensitivity is low, there is poorer discrimination.
For both old and new test items, the random walk tends to wander
back and forth, moving sometimes toward the �OLD criterion and
other times toward the –NEW criterion. Thus, responding is both
slow and error prone. This variability in sensitivity can arise from
a number of sources, including trial-by-trial variability in attention,
trial-by-trial variability in motivation, and perhaps differences in
overall perceptual discriminability across different hue regions.

To implement this idea of stochastic variability in sensitivity, we
assumed for simplicity a triangular distribution of c values across
trials. Specifically, with probability .50, overall sensitivity is mod-
erate (c); with probability .25, sensitivity is set at a low value (c –
�); and with probability .25, sensitivity is set at a high value (c �
�). The value of � is a free parameter to be estimated. The EBRW
model is fitted to the data by generating predictions with sensitiv-
ity set at c – �, c, and c � �, and the overall predictions are then
a weighted average computed over the probabilistic distribution
defined above.

The present version of the EBRW model uses seven free pa-
rameters for fitting the data of each individual participant and each
individual configuration: a mean sensitivity value (c); the
sensitivity-variability parameter �; a background noise distance
parameter (dback); the magnitudes of the old and new decision
criteria in the random walk (OLD and NEW)6; a scaling constant
(k) for transforming the number of steps in the random walk into
milliseconds; and, finally, a mean residual-time parameter (�) to
account for processes not related to recognition decision making
(e.g., stimulus encoding and motor execution time). In addition, to
test the importance of making allowance for drift-rate variability,
we fitted a special case of the model in which the sensitivity-
variability parameter was set at � � 0.

ARC Recognition Model

As a source of comparison, we fitted a version of the ARC
recognition model to the data. Our idea was to give the ARC model
complete freedom for fitting the data, subject only to the funda-
mental constraint that we described earlier in our article. The
constraint is that mean RTs are identical for all types of stimuli,

once one conditionalizes on the type of response (hit, miss, correct
rejection, and false alarm). Thus, we allowed four free parameters
to predict the mean recognition probabilities for the four main
types of stimuli in each configuration. For example, in the ex-
panded configuration, separate free parameters were allowed for
predicting the old recognition probabilities for the old items, the
prototype, the similar foils, and the dissimilar foils. Because there
are four choice probabilities for each data set and four free param-
eters for fitting these choice probabilities, the model is allowed to
perfectly fit the choice probability data. Likewise, separate free
parameters were allowed for predicting the mean hit RTs, miss
RTs, correct-rejection RTs, and false alarm RTs. The only con-
straint is that the mean RTs for these classes of responses are
identical across all stimulus types. For example, the mean correct-
rejection RT for similar foils is constrained to be the same as the
mean correct-rejection RT for dissimilar foils. This version of the
ARC model makes use of eight free parameters for fitting the data
of each individual participant and stimulus configuration.

Although we know in advance that the ARC model will fail to
capture the aforementioned effects of similarity on the condition-
alized RT data, in our view the quantitative fit comparisons be-
tween the models are extremely important. For example, suppose
that the EBRW model predicts a performance advantage for the
dissimilar foils compared with the similar foils that is far greater
than the one observed. Such a result would be reflected in a worse
quantitative fit of the EBRW model compared with the ARC
model, thereby casting doubt on the EBRW-modeling ideas. Like-
wise, the quantitative fits consider the ability of the models to capture
the complete constellation of results in the data, not solely the qual-
itative contrast between similar and dissimilar foils that was the focus
of the present design. If the EBRW model captures only the single
qualitative contrast but fails to account for other aspects of the data,
then such a result would cast doubt on the model as well. Because
the ARC model is given complete freedom to fit all sources of
variation in the data except for the similarity effects on the con-
ditionalized RTs, the quantitative fit comparisons allow us to
gauge the importance of modeling correctly this key effect.

Model-Fitting Procedure

The goal is to fit the alternative models to the recognition data
of each individual participant. These individual-participant data
are reported in Appendix B. Each data set consists of 12 freely
varying data entries: the choice probabilities, mean correct RTs,
and mean error RTs associated with each of the four main stimulus
types.7 We fitted the models to the data by conducting a computer
search for the values of the free parameters that minimized a
weighted sum of squared deviations (WSSD) statistic (see also

6 Following previous work (e.g., Nosofsky & Palmeri, 1997), we al-
lowed the criterion parameters to take on real-valued settings in fitting the
analytic model. This provides a close approximation to assuming that there
is a probabilistic mixture of integer-valued criterion settings across trials.

7 Note that the model is actually consistent with the data of more items
than the ones listed here. Recall that there were no differences in perfor-
mance among individual tokens of the old items, moderate-similarity foils,
and dissimilar foils, so we collapsed across these individual tokens in
presenting the results. This pattern of no differences is as predicted by the
EBRW model for these item types.
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Nosofsky & Stanton, 2005). Each squared deviation (between
predicted and observed data values) was weighted by the inverse
of the squared standard error of that data value. Thus, all other
things equal, highly variable data values contribute less to the
WSSD than do less variable data values. An advantage of using the
WSSD statistic is that it basically places the choice probability and
RT data on the same scale, with both contributing roughly equally
to the overall goodness-of-fit evaluation.

Model-Fitting Results

The predicted choice probabilities and mean RTs from the
EBRW model are shown along with the observed individual-
participant data in Appendix B. The best-fitting parameters for
each individual participant are also reported in Appendix B.

The WSSD results from all three models (full EBRW, con-
strained EBRW with � � 0, and ARC) are reported in Table 1,
separately for the expanded and contracted configurations. The
EBRW model yielded a smaller mean WSSD than did the ARC
model for both the expanded configuration (M � 17.16 vs. M �
69.93) and the contracted configuration (M � 13.05 vs. M �
25.84). To test the statistical significance of these results, we
computed difference scores between the log-transformed fit values
of the EBRW and ARC models for each individual participant. We
then conducted a one-way repeated measures ANOVA on the
difference scores, using configuration (expanded vs. contracted) as
the single factor. The intercept term of the ANOVA model was
significantly different from zero, F(1, 5) � 8.79, MSE � 1.320,
p � .031, reflecting the better fits yielded by the EBRW model
compared with the ARC model. The effect of configurations was
not significant, F(1, 5) � 1, indicating that this superiority in fit
was consistent across the expanded and contracted configurations.
In addition, the EBRW model yielded better fits than did the ARC

model for 10 of the 12 participant configuration combinations (5
participants in each configuration).

To provide a sense of the reason for these fit results, in Figures
2 and 3 we provide plots of the mean predictions from the models.
These plots were developed by averaging across the predictions
obtained for each of the individual participants. (In a subsequent
section, we consider the detailed model fits to the actual
individual-participant data.) The goal here is to first characterize
the main trends in the model fits.

As can be seen in Figures 2 and 3, at least at this global level,
the EBRW model does a good job of quantitatively fitting the data
and captures most of the important trends. For both the expanded
and contracted configurations, the model predicts well the increas-
ing old choice probabilities that are observed as the test items
become more similar to the old study exemplars. For both the
expanded and contracted configurations, the model also does a
reasonable job of predicting the pattern of correct RTs. In partic-
ular, it predicts correctly that the correct-rejection RTs get system-
atically slower as the foils become more similar to the old study
exemplars. One shortcoming of the model, however, concerns the
results for the prototype item in the expanded configuration. Cor-
rect rejections for the prototype were slower, on average, than
were correct rejections for the similar foil, whereas the EBRW
model predicted the opposite pattern of results.

The EBRW model also captures reasonably well important
trends in the error RTs. For example, the model fits well the result
that in the contracted configuration, the error RTs are systemati-
cally longer than are the correct RTs for all item types. It captures
the same result for the old items and dissimilar foils in the
expanded configuration, as well as the reverse speed–accuracy
trade-off pattern that is observed for the prototype. This result for
the prototype can be understood intuitively as follows. Because of
the central location of the prototype, its summed similarity to the
old exemplars is as great as the summed similarities for the old
study items themselves (given the present parameter estimates).
Thus, the false alarm rate to the prototype is essentially the same
as the mean hit rate for the old items. From this perspective, the
prototype may be viewed as a “pseudo-old” item; thus, a correct
rejection of the prototype is like a miss to an old item, and a false
alarm to the prototype is like a hit to an old item. The drift-rate
variability in the EBRW model that causes misses to be slower
than hits therefore causes correct rejections of the prototype to be
slower than false alarms to the prototype.

The middle panels of Figures 2 and 3 make clear the shortcom-
ings of the ARC recognition model. The model is constrained to
predict, for example, that mean RTs for correct rejections are
identical regardless of the item type. As can be seen for both the
expanded and the contracted configurations, this incorrect predic-
tion leads the model to provide poor quantitative fits to the RT
data. The poor overall quantitative fits of the ARC recognition
model are particularly striking in view of the fact that the model
was allowed to fit perfectly the choice probability data and the hit
and miss RTs associated with the old items and also had complete
freedom for adjusting the direction of overall error versus correct
RTs.

As can be seen in Table 1, the full version of the EBRW model
generally yields considerably better fits than does the constrained
version of the model, in which the sensitivity-variability parameter
is held fixed at � � 0. This pattern is especially evident in the

Table 1
Weighted Sum of Squared Deviations Yielded by Each of
the Models

Participant EBRW (Full) ARC EBRW (� � 0)

Expanded configuration

1 15.39 42.07 23.32
2 9.57 58.77 14.72
3 29.81 93.39 117.53
4 13.07 172.30 21.58
5 20.85 14.70 20.85
6 14.28 38.33 21.48
M 17.16 69.93 36.58

Contracted configuration

1 4.70 27.26 14.72
2 11.63 5.28 126.66
3 40.85 59.41 118.66
4 5.39 39.33 45.35
5 12.91 14.99 15.55
6 2.79 8.77 13.48
M 13.05 25.84 55.74

Note. EBRW � exemplar-based random-walk model; ARC � assess-
ment of retrieval completion model.
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results from the contracted configuration. Of course, it is logically
impossible for the constrained version of the model to provide
better fits than the full version. Furthermore, we do not have a
ready-made test to evaluate the statistical significance of the �
parameter. Nevertheless, as can be seen in Table 1, especially for
the contracted configuration, constraining this single parameter
leads to rather dramatic increases in WSSD.

To see the reason for this result, consider the mean predictions
from the constrained version of the EBRW model that are pre-

sented in Figure 3. The main problem for the model is that it fails
to predict the result that for all of the foils in the contracted
configuration, the error RTs are longer than the correct RTs.

EBRW Model Fits to the Individual-Participant Data

In Figures 4, 5, 6, and 7, we provide plots of the EBRW model’s
predictions of the individual-participant data. These plots provide
evidence that, with some exceptions discussed below, the EBRW

Figure 4. Expanded configuration: Results and predictions for Participants 1, 2, and 3 from the exemplar-based
random-walk (EBRW) model. Solid bars indicate observed data; hatched bars indicate EBRW model predic-
tions. Old � old items; proto � prototype, sim � similar foil; dissim � dissimilar foil; RT � response time.
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model captures reasonably well the individual-participant perfor-
mances. Thus, the good fits to the mean data that are depicted in
Figures 2 and 3 are not an artifact of averaging across the results
from the individual participants.

In addition, the model captures some interesting individual
differences. For example, in the expanded configuration, most
participants false alarmed to the prototype at roughly the same rate
as they correctly recognized the old items. Participant 4 (and

perhaps Participant 6), however, had some success at discriminat-
ing the prototype as a new item. This pattern of individual differ-
ences is explained in terms of the differential level of sensitivity
(i.e., the value of c in Equations 2 and 3) displayed by the
participants. Whereas Participants 1, 2, 3, and 5 had a mean c value
equal to .201, Participant 4’s estimated sensitivity was .990 and
Participant 6’s estimated sensitivity was .795. With increasing
levels of sensitivity, there is decreasing summed similarity of the

Figure 5. Expanded configuration: Results and predictions for Participants 4, 5, and 6 from the exemplar-based
random-walk (EBRW) model. Solid bars indicate observed data; hatched bars indicate EBRW model predic-
tions. Old � old items; proto � prototype, sim � similar foil; dissim � dissimilar foil; RT � response time.
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prototype to the old exemplars, so there is improved old–new
discrimination.

The main shortcoming of the EBRW model is that it underesti-
mates correct-rejection RTs for the prototype item in the expanded
configuration.8 As noted previously, correct-rejection RTs for the
prototype were slower than false alarm RTs for the prototype, which
is the opposite form of speed–accuracy trade-off of what was ob-
served for the other item types. This form of speed–accuracy trade-off
is often modeled within the framework of random-walk models by
assuming that there is criterial variability across trials. That is, on

some trials, the magnitudes of the random-walk criteria are set at
high values. Such settings result in a good deal of information
accumulation, thereby producing accurate responding but at the
expense of longer RTs. On other trials, the random-walk criteria

8 In most cases, the correct-rejection RTs of the prototype are based on
smaller sample sizes than are the other types of correct responses. Never-
theless, the pattern of underprediction is consistent for all 6 participants, so
the result is pointing clearly to a shortcoming of the model.

Figure 6. Contracted configuration: Results and predictions for Participants 1, 2, and 3 from the exemplar-
based random-walk (EBRW) model. Solid bars indicate observed data; hatched bars indicate EBRW model
predictions. Old � old items; high-sim � high-similarity foil; mod-sim � moderate-similarity foil; dissim �
dissimilar foil; RT � response time.
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are set at low magnitudes, resulting in relatively little information
accumulation and therefore in error-prone fast responses.

However, such a mechanism on its own is insufficient to ac-
count for the present pattern of results involving the prototype.
Recall that the false alarm rate for the prototype was essentially the
same as the hit rate for the old items. The implication is that the
summed similarity for the prototype is essentially the same as the
summed similarity for the old items. Therefore, the prototype tends

to take steps toward the �OLD criterion with the same probability
as the old items themselves. Increasing the magnitude of the
random-walk criteria would not change the direction of the steps in
the random walk; presentations of the prototype would still lead
the random walk to move in the direction of the �OLD criterion.
Thus, making allowance for criterial variability on its own would
lead the EBRW to predict slower false alarms for the prototype,
not slower correct rejections.

Figure 7. Contracted configuration: Results and predictions for Participants 4, 5, and 6 from the exemplar-
based random-walk (EBRW) model. Solid bars indicate observed data; hatched bars indicate EBRW model
predictions. Old � old items; high-sim � high-similarity foil; mod-sim � moderate-similarity foil; dissim �
dissimilar foil; RT � response time.
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Instead, the RT results for the prototype suggest that there may
be a nonmonotonic pattern of information accumulation associated
with this item. The general idea is that at early stages of viewing
the prototype, overall sensitivity is low. Thus, the summed simi-
larity of the prototype to the old exemplars is high, and the random
walk moves toward the �OLD criterion, leading to fast false
alarms. With increased viewing time, overall perceptual sensitivity
increases. In this case, the summed similarity of the prototype to
the old exemplars decreases. Thus, there is an increased probabil-
ity of retrieving background noise elements, and the random walk
begins to reverse direction and move toward the –NEW criterion at
later stages of processing. Such a mechanism would therefore
predict the slow correct rejections associated with the prototype.9

Interpretation of Best-Fitting Parameters

A final issue that merits discussion concerns the interpretation
of the best-fitting parameter estimates (see Appendix B). Because
the same participants were making old–new recognition judgments
across the expanded and contracted configurations, one might
expect that certain parameter estimates should be invariant. It is
difficult to draw strong interpretations regarding the best-fitting
parameters, however, because in various cases the parameter esti-
mates tend to trade off with one another. For example, the param-
eters � and k are linear regression parameters that transform the
expected number of steps in the random walk into mean RTs
measured in milliseconds. As is well known, the estimates of the
intercept and slope parameters in linear regression are negatively
correlated, so it is difficult to pin down precisely their values.

Nevertheless, we can conclude that at least one parameter that
was not invariant across conditions was the sensitivity parameter c.
The estimated values of c were clearly larger in the contracted
configuration than in the expanded configuration (see Appendix
B). (In more extended modeling analyses, we found that the fits of
the EBRW model became substantially worse when the sensitivity
parameter was constrained to be fixed across the two configura-
tions.) Basically, the result indicates that for objects a fixed dis-
tance apart across the two configurations, discriminability was
worse in the expanded configuration than in the contracted con-
figuration. This result is sensible given what is known about
perceptual discrimination of continuous dimension stimuli in other
domains. For example, in the domain of unidimensional absolute
identification, it is well known that one’s ability to discriminate
between two fixed signals is far better when the surrounding
context of other signals occupies a narrow range rather than a wide
range (Braida & Durlach, 1972). The same pattern of results
appears to obtain in the present domain involving multidimen-
sional perceptual old–new recognition. An important aim for fu-
ture research is to test for other systematic parameter changes as a
function of recognition study–test conditions (e.g., Kahana &
Sekuler, 2002; Nosofsky & Kantner, in press).

Discussion

In past work, formal models of old–new recognition have gen-
erally been fitted to data averaged across participants, items, or
both. Because such averaging has the potential to distort true
underlying patterns of performance, it is important to test models
at more fine grained levels as well. Unfortunately, this goal is

made difficult in the domain of old–new recognition. To obtain
reasonable sample sizes for fitting individual-participant/
individual-item performance, multiple presentations of the individ-
ual items are needed for each individual participant. As argued
earlier in this article, however, adopting such a procedure would
change in principle the nature of the old–new recognition para-
digm itself, such that the original cognitive process of interest was
no longer being studied.

Thus, in the present research, we pursued a paradigm initiated
by Lamberts et al. (2003), which moves in the direction of solving
the problem. The idea is to present multiple instantiations of the
same abstract study–test list structure, but in which the exact
physical stimuli that are used vary from list to list. Specifically, in
the present research, we tested participants’ recognition perfor-
mance of stimuli drawn from a multidimensional similarity space
involving colors, but in which the precise colors that instantiated
the similarity structure varied from list to list. The idea was to then
model performance for individual items that played the same
structural role across the different lists.

The main candidate model that we tested was the EBRW model,
which has been applied successfully in the domain of classification
but, with the exception of Lamberts et al.’s (2003) recent work, has
not been applied in the domain of old–new recognition. In agree-
ment with Lamberts et al.’s recent findings, the EBRW model
generally provided a good quantitative account of the individual-
participant/individual-item speeded recognition data. Most impor-
tant, the model predicted reasonably well how recognition choice
probabilities and RTs varied systematically with fine-grained sim-
ilarity relations of individual test items to the study-list exemplars.

The work also provided evidence of generality of the modeling
approach beyond the earlier work reported by Lamberts et al.
(2003). Specifically, whereas Lamberts et al. tested speeded rec-
ognition of stimuli varying along binary-valued separable dimen-
sions, the present research examined performance involving con-
tinuous valued integral-dimension stimuli. Also, we were
concerned that in situations involving a single study–test list
structure, participants might convert the intended recognition task
into a classification task involving prelearned sets of old and new
exemplars. To lessen this possibility, we tested participants on two
main types of study–test lists within the same experimental session
and also varied the locations of the foils across different examples
of each type of list. Finally, we went beyond Lamberts et al.’s
earlier work by testing the ability of the EBRW model to account
jointly for both correct and error RTs. The reasonably good quan-
titative accounts of the data provided by the EBRW model support
the idea that perceptual old–new recognition can be conceptualized
in terms of a form of evidence accumulation based on the retrieval
of stored exemplars.

In the present work, the main source of comparison to the
EBRW model was a version of the ARC model proposed by Diller

9 Although a detailed presentation goes beyond the scope of this article,
we have implemented this mechanism within an augmented version of the
EBRW model developed by Cohen and Nosofsky (2003), which makes
allowance for nonmonotonic forms of information accumulation. Prelimi-
nary tests indicate that the model can account for the performance trends
involving the prototype, but detailed quantitative tests remain to be con-
ducted.
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et al. (2001). The fundamental prediction from the ARC model is
that mean RTs across individual stimuli or experimental conditions
should not differ, once one conditionalizes on the type of response
(i.e., hit, miss, correct rejection, or false alarm). In the present
work, our finding that correct-rejection RTs varied systematically
with the similarity of foils to the old study exemplars provided a
severe challenge to the ARC model. In addition, the EBRW model
provided significantly better quantitative fits to the present
individual-participant recognition data than did even a highly
flexible version of the alternative ARC model.

One model that has provided highly successful accounts of
speeded recognition performance in previous applications is the
diffusion model of Ratcliff and his colleagues (Ratcliff, 1978,
1985; Ratcliff & Rouder, 1998; Ratcliff et al., 1999). (Again,
however, this model has not been applied to predict recognition
performance jointly at the individual-participant/individual-item
levels, which was the goal in the present work.) The EBRW model
should not be viewed as a competitor to the diffusion model.
Rather, it is more appropriate to view it as essentially a special case
of the diffusion model.10 In most applications of the diffusion
model, the drift rates and the variability of the drift rates are treated
as free parameters. The goal of such modeling is often to charac-
terize highly detailed aspects of the complete RT distributions
associated with both correct and error responses in a given task. By
contrast, in the present approach, we attempted to derive the
drift-rate parameters associated with individual stimuli from an
underlying process account based on the retrieval of stored exem-
plars. Thus, the research approaches are complementary in nature.
The diffusion model approach is more general and all-
encompassing. If hypotheses concerning the role of retrieved ex-
emplars fail to explain the pattern of drift rates, alternative versions
of the diffusion model are still likely to succeed and to provide
important insights concerning the observed patterns of perfor-
mance. By contrast, the EBRW model approach is aimed at pro-
viding a specific process-model account of how the drift rates
themselves depend on the similarity structure of the sets of study
and test exemplars.

There are several important directions of future research that are
needed to further test the present model. First, given the confusable
nature of the continuous dimension stimuli used in the present
experiment, the size of the study lists was limited to four exem-
plars. Future research is needed with larger study lists to test the
generality of the exemplar-retrieval model. Second, the key tests of
the model involved predicting how false alarm and correct-
rejection probabilities and RTs varied with the similarity relations
of foil items to the old exemplars. By contrast, the old items on the
study list had a logically identical status with respect to one
another—that is, in all of the configurations that were tested, the
old items occupied the vertices of a square in the perceptual
similarity space. Future work is needed involving more complex
configurations in which the status of the old exemplars is varied.
For example, some exemplars might occupy highly isolated re-
gions of the similarity space, whereas others might occupy dense
regions. Such designs would provide important tests of the ability
of the EBRW model to account for graded patterns of recognition
choice probabilities and RTs involving the old items themselves.
Third, whereas the present research focused on the issue of how
relations among items in similarity space influence speeded old–
new recognition, future research is needed to test the EBRW

model’s account of other classic old–new recognition phenomena,
including list length effects, list strength effects, recency effects,
and so forth.

Finally, our current tests of the EBRW recognition model in-
volved the use of highly simplified stimuli organized into separate
study lists. We focused on this domain of inquiry because in order
to provide rigorous tests of the present model, it is necessary that
one be able to precisely measure similarities among the items and
have precise control over the observers’ learning histories. Future
research is needed to explore the extent to which the psychological
principles that are formalized in the model operate in the old–new
recognition of complex stimuli that are experienced in the natural
world, such as faces, pictures, and scenes.

In sum, the present research has provided further support in
favor of an exemplar-retrieval model of speeded perceptual rec-
ognition. The central contribution involves the demonstration that
the model can account accurately for individual-participant choice
probabilities and correct and error RTs associated with individual
stimuli as a function of their location in a multidimensional sim-
ilarity space. Such an approach provides an important complement
to other methods of investigating and modeling old–new recogni-
tion performance.

10 A minor difference is that the diffusion model assumes a continuous
information-accumulation process, whereas in the EBRW model the infor-
mation accumulation occurs in discrete steps.
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Appendix A

Hue Regions Used for the Expanded and
Contracted Configurations

Old items hue Dissimilar foils hue

Expanded configuration

5R 10RP 2.5YR
2.5YR 5R 10YR
5Y 7.5YR 2.5GY
10Y 2.5Y 7.5GY
2.5G 5GY 10G
5BG 7.5G 2.5B
10BG 2.5BG 7.5B
5B 7.5BG 2.5PB
2.5PB 5B 10PB
10PB 2.5PB 7.5P
5P 7.5PB 2.5RP
2.5RP 5P 10RP

Contracted configuration

10R 7.5YR
5YR 2.5Y
10YR 7.5Y
5GY 2.5G
10GY 2.5GY
5G 7.5GY
10G 7.5BG
10B 2.5B
5PB 2.5P
10P 7.5RP
5RP 2.5R
10RP 2.5RP

Note. R � red; YR � yellow–red; Y � yellow; GY � green–yellow;
G � green; BG � blue–green; B � blue; PB � purple–blue; P � purple;
RP � red–purple.
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Appendix B

Observed Individual-Participant Data and Predictions and Best-Fitting Parameters From
the Exemplar-Based Random-Walk (EBRW) Recognition Model

Table B1
Observed Individual-Participant Data and Predictions From the EBRW Model

Part.

Expanded configuration

P (Old) Mean correct RT Mean error RT

O P S D O P S D O P S D

1 .84 .90 .58 .03 592.04 575.04 615.53 575.91 647.60 626.35 649.61 489.50
.84 .91 .57 .03 609.54 543.90 599.35 597.63 630.16 1,214.36 659.96 490.44

2 .78 .86 .41 .01 731.69 709.99 724.76 593.83 921.89 921.54 807.54 557.66
.78 .86 .38 .01 722.06 719.29 818.04 755.50 900.05 1,280.76 821.72 557.62

3 .98 .99 .82 .08 835.41 740.84 1,032.57 1,484.01 1,277.99 1,054.69 1,647.45 738.75
.95 1.00 .86 .08 846.49 708.83 1,057.52 1,592.63 1,475.30 1,250.24 744.92

4 .81 .68 .29 .01 624.59 651.34 630.63 512.33 712.29 733.37 660.52 467.92
.80 .69 .32 .01 620.90 648.72 670.11 672.00 688.75 815.33 636.62 468.55

5 .85 .88 .76 .12 580.85 559.61 629.33 476.51 705.23 681.56 758.73 587.22
.85 .89 .69 .11 608.98 509.42 772.73 902.50 713.54 973.77 706.27 597.61

6 .74 .69 .33 .03 519.82 529.07 534.65 512.77 500.61 505.78 507.24 429.05
.74 .70 .32 .03 519.27 518.14 542.03 519.57 472.09 629.57 541.23 429.11

Part.

Contracted configuration

P (Old) Mean correct RT Mean error RT

O HS MS D O HS MS D O HS MS D

1 .90 .24 .16 .02 515.90 532.81 535.19 482.67 595.85 556.34 527.18 479.94
.90 .23 .15 .03 510.29 563.67 598.11 415.67 596.23 562.33 524.78 484.02

2 .88 .12 .10 .02 599.50 732.00 715.39 524.12 868.86 541.28 540.03 517.31
.88 .16 .08 .01 597.44 698.47 773.80 569.00 889.93 562.33 524.78 524.42

3 1.00 .27 .21 .03 661.94 1,013.40 1,122.23 587.30 1,606.07 1,136.07 944.59 704.52
.99 .50 .26 .02 661.34 1,100.27 1,083.95 1,557.50 1,642.75 1,012.20 966.38 701.64

4 .88 .12 .05 .00 558.94 621.74 564.72 439.58 695.36 495.31 488.52 435.60
.88 .12 .05 .00 556.57 685.93 642.55 701.46 508.72 480.92 437.90

5 .92 .44 .33 .08 564.45 568.76 565.43 555.67 646.40 630.79 608.97 554.18
.92 .44 .32 .09 552.33 784.71 627.34 466.40 883.78 622.39 611.95 558.98

6 .82 .15 .10 .02 442.03 467.88 475.06 411.49 508.11 439.97 416.75 392.70
.82 .14 .10 .03 440.63 511.65 519.88 360.00 504.16 444.10 430.71 386.56

Note. Part. � participant. Expanded configuration: O � old; P � prototype; S � similar foil; D � dissimilar
foil. Contracted configuration: O � old; HS � high-similarity foil; MS � moderate-similarity foil; D �
dissimilar foil. RT � response time.

(Appendixes continue)
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Table B2
Best-Fitting Parameters From the EBRW Recognition Model

Part. c dback OLD NEW � k �

Expanded configuration

1 0.212 .292 15.043 17.657 392.356 1.020 0.097
2 0.293 .340 13.950 23.453 446.825 1.259 0.150
3 0.136 .000 32.393 39.822 240.729 1.103 0.058
4 0.990 .802 4.015 5.557 339.191 15.973 0.668
5 0.161 .396 7.095 9.742 100.000 8.898 0.000
6 0.795 .931 5.019 3.964 374.707 7.709 0.577

Contracted configuration

1 1.384 .688 2.359 3.856 368.861 23.480 1.000
2 4.425 .365 2.200 3.354 180.250 85.941 4.031
3 0.992 .648 4.319 13.806 231.787 20.427 0.756
4 0.659 .261 16.699 27.617 410.053 0.543 0.413
5 0.644 .578 2.744 6.627 476.144 7.211 0.447
6 2.842 .603 1.492 1.726 100.000 159.282 2.289

Note. Part. � Participant.

334 NOSOFSKY AND STANTON

Received April 4, 2005
Revision received August 4, 2005

Accepted September 27, 2005 �


